Provably Secure Covert Messaging Using
Image-based Diffusion Processes

Luke A. Bauer, Wenxuan Bao, and Vincent Bindschaedler
University of Florida
{lukedrebauer, wenxuanbao, vbindschaedler}@ufl.edu

Abstract—We consider the problem of securely and robustly
embedding covert messages into an image-based diffusion model’s
output. The sender and receiver want to exchange the maximum
amount of information possible per diffusion sampled image
while remaining undetected. The adversary wants to detect that
such communication is taking place by identifying those diffusion
samples that contain covert messages. To maximize robustness
to transformations of the diffusion sample, a strategy is for the
sender and the receiver to embed the message in the initial latents.
We first show that prior work that attempted this is easily broken
because their embedding technique alters the latents’ distribu-
tion. We then propose a straightforward method to embed covert
messages in the initial latent without altering the distribution. We
prove that our construction achieves indistinguishability to any
probabilistic polynomial time adversary. Finally, we discuss and
analyze empirically the tradeoffs between embedding capacity,
message recovery rates, and robustness. We find that optimizing
the inversion method for error correction is crucial for reliability.

Index Terms—steganography, covert messaging, diffusion

I. INTRODUCTION

Encrypted communication allow a sender and a receiver
to exchange messages securely. These methods, especially
those available nowadays, can resist even the most resourceful
adversaries’ attempts at recovering the confidential messages,
but they do not hide the fact that encrypted communication
is taking place. Steganography aims to conceal exchanged
messages in innocent looking covers, so that adversaries
are unaware that communication is taking place. Traditional
steganographic methods achieve this by adding distortion to an
existing cover, but such distortion is detectable when the cover
is public knowledge and can be compared against. Generative
models, especially deep generative models, provide a way
to avoid distorting an existing cover, by transforming covert
messages into seemingly unique content.

We focus on diffusion models [1], [2], [3], [4], which
have recently emerged as state-of-the-art generative models for
computer vision, due to reportedly outperforming generative
adversarial networks (GANs) [5] in output quality [6]. Like
GANs, we can view diffusion models as mapping a noise
distribution into a desired distribution (e.g., images). However,
sampling in diffusion models works by iterative denoising.

This work has been accepted for publication in the IEEE Conference on
Secure and Trustworthy Machine Learning (SaTML). The final version will
be available on IEEE Xplore.

Starting from a pure noise sample, the model transforms it
into a realistic output through consecutive denoising steps.

Consider a scenario where Alice wants to send a message to
Bob using a diffusion model’s outputs as a covert communi-
cation channel. Concretely, Alice runs the diffusion sampling
process based on the bits of her message to Bob so that the
output (secretly) embeds those bits. This output image is then
sent to Bob indirectly, for example by posting it to some
public Internet platform or forum. Bob retrieves the image and
then inverts the sampling process using the diffusion model to
recover Alice’s message. Such a method emphasizes security
and concealment over anything else, and as such is ideal for
exchanging short, but important messages securely.

There are a number of evident challenges to overcome
to achieve this vision. The first challenge is to efficiently
and invertibly encode bits into diffusion outputs. The second
challenge is to ensure that the embedding process is robust to
transformations of the output images. Otherwise, any modifi-
cations (such as those applied by websites when displaying an
image) would destroy the covert message.

Furthermore, arguably the most important challenge is en-
suring security, i.e., ensuring that an adversary cannot detect
whether an output image contains an embedded message. The
prevalence of Al/synthetic generated media online means that
identifying an output as model-generated is not by itself a
tell that it embeds a covert message. However, subtle changes
in diffusion process due to the embedding method could be
detectable by an adversary, especially since it is reasonable to
assume the adversary has access to the same diffusion model
as Alice and Bob.

In this paper, we propose a construction that embeds bits
in the initial latents to maximize robustness and is compatible
with off-the-shelf latent diffusion models such as StableDiffu-
sion. More importantly, our scheme does not alter the latent
distribution. We show how this property grants our method
indistinguishability at every step of the process, and thus the
embedded message in a diffusion sample is undetectable by
any polynomial time adversary.

Our proposed construction has two other desirable features.
First, it incorporates a novel error correction technique. This
error correction mechanism is built on a specific inversion
technique called EDICT [7], which performs inversion using
dual latent spaces. We show how to leverage the dual latent
spaces to obtain improved message recovery rates. Second,
we show that embedding covert bits directly in the initial



Fig. 1: Sample images generated using our embedding method and the EDICT scheduler. The top of each column is the prompt. The rst
row of images contain an embedded message, and the second row contain the same original latent space, without an embedded message.

latents noise provides superior robustness to output image without altering the distribution and prove its indistin-
transformations (e.g., resize, blur, etc.) than alternatives. guishability.

Our paper's contribution is perhaps best conceptualized in Error correction: we devise an error correction scheme
relation to the growing literature consisting of numerous prior using EDICT [7]. This improves embedding capacity and
attempts at doing steganography and (or) covert messagingincrease robustness over the traditional DDIM scheduler.
with generative models such as with text/LLM [8], [9], [10], ~Robustness under image transformationswe analyze
[11], speech [12], [13], [14], images GANSs [15], [16], [17], robustness of our scheme to various image transformations
[18], [19], [20], [21]. However, existing proposals using dif- (€.9., JPEG compression, resizing, etc.) and show that
fusion models [22], [23], [24], [15] lack robustness, require embedding covert messages in the initial latents provides
costly model retraining, and (or) are simply insecure. greater robustness than alternatives.

Our main argument in this paper is that previous attempts
have failed to properly conceptualize security. Instead of
considering the various ways that an adversary could atterdpt Diffusion models

to detect if steganographic communication_ is taking place, piffusion models [1], [2], [3], [4] can be described through
most related work simply evaluate the quality of the mod@heijr forward and reverse processes. In the forward process, a
under steganographic embedding, concluding that if outitjban imagex, is progressively corrupted by adding Gaussian
quality is high enough then the system is secure. We ShQ\ise through a series of steps fromxo to x1. The
that this is a fallacy. Realistic adversaries a limited t0 gyerse process aims to reconstruct the original imagéy
examining diffusio_n outputs. They can use the same ifWerSiR@ratively denoising the noisy imager. Starting fromx,
process that receivers rely on to recover messages, and §g€model denoises the image step-by-step, reducing the noise
that to identify if steganographic bits are present. and eventually reconstructing the imagexat

To demonstrate th|_s, we focus on rel_ated work Kim eIéorward & Reverse Processes. Among the various sam-
al. [15], the closest prior attempt to ours in terms of embe ling techniques used in diffusion models, such as Denoising
ding strategy. They propose an embgdding strategy they usion Probabilistic Models (DDPM) [é] and Denoising
message prmeonrThey achieve 'the h|gh oquut quality theyDiffusion Implicit Models (DDIM) [4], deterministic samplers
strive for, but distort the latent noise distribution. We construg e DDIM are of particular interest. Deterministic samplers
an attack that breaks their scheme, despite them achieving 5% y

L S . & preferred because they are invertible, allowing the reverse
standard steganographic ideal of output IndIStInguIShabIIIty‘process to be precisely de ned and controlled. The invertibility

After describing our construction, we empirically evaluatgs ppiM is crucial for ensuring that the denoising steps

it and analyze its various tradeoffs, with a focus on capacifysn pe accurately traced back, facilitating high- delity image
message recovery rates, and robustness. We also show thropghyration. The formula of the forward process in DDIM is:

empirical security evaluation (to complement our security

Il. BACKGROUND & RELATED WORKS

proof) that our scheme is undetectable. Xt = P T iXo t P 1
Summary of contributions. We propose a construction withwhere . is a predetermined parameter, anid a noise vector
the following properties. sampled from the standard normal distribution. The backward
Provable security: we formalize the notion oflatent- process is given by:
space indistinguishabilitand prove that our construction P— :
achieves it. Unlike related work which only achievest- Xt 1= P t 1 Xt 1p - (xi;t)
put indistinguishabilityempirically), latent-space indistin- q t
guishability is a stronger notion and under it no adversary + 1 1 2 (xgb+ oz

can identify that covert messaging is taking place.
Distribution-preserving embedding: we propose a con- where (x¢;t) is the noise estimated by the model, intended
struction that embeds covert messages in the initial latemtsreverse the diffusion process, is an additional noise scale



parameter, ana is random noise sampled from a Gaussian Several researchers have explored image steganography
distribution. using neural network frameworks such as GAN [16] or
In addition to DDIM, we use EDICT [7]. EDICT is a Glow [17]. But were limited by image quality constraints.

diffusion scheduler that follows a similar structure to DDIM, Diffusion models have surpassed these other models. Jois
but creates two latent spaces. These are initially the same speicel. [31] propose a scheme called “Pulsar” for embedding
but diverge during the denoising process as they are contigcret data in diffusion model outputs, however, it is designed
ually mixed with each other. This uses a similar estimatidior pixel space diffusion models, not the more popular latent
process that uses mixing to reduce inversion error, especiafyjace models.

for models that use complex prompts. There are several schemes using latent space diffusion mod-
Latent Diffusion Models (LDM). StableDiffusioR [25], els, but their approaches vary. Peng et al. [22] developed “Ste-

an advanced application of diffusion models, operates a§%DDPM"’ embedding secret messages via denoising diffusion
bp » OP models. But this method suffers from minor distortions leading

Latent Diffusion Model (LDM). LDMs leverage a latent Spac?ﬁinversion failures. Yu et al. [23] propose a method called

representation that the diffusion process operates over. (i\?oSS" a steganography framework using DDIM to convert

result is that it enhances the model's ability to generate : e - .
detailed and high-resolution images. The key Componenct%ver to secret images, differing from traditional embedding
' methods. Wei et al. [24] propose Generative Steganography

of StableDiffusion include ot only the diffusion procesBiffusion, using an invertible model and DCT for data embed-

over a compressed 64x64 latent space but also an encoger . . .
and decoder to convert the latent representations back nae: However, their approach requires signi cant resources
30%etrain the model. Peng et al. [32] proposed “LDStega,”

forth between the full-size images, typically at resolutions . . .
. robust steganography technique for embedding con dential
such as 512x512. The encoder compresses the high-resolutjo e ) - .
ata within images. They demonstrate its resilience to various

images into the latent space, which the diffusion process then

modi es. Following this, the decoder reconstructs the modi e@; i%ir?lesrz?r\t\l/?)rr]lf ,bI;C:\LAJglhr}%zG:tuZTIa[gzgoiliePaSr;dDﬁongrt_?risilson.
latent image back into a high-resolution output. The Stab”i%ethod embeds a message by divérging the generatioﬁ process
and efciency of LDMs make them a preferred choice for

complex image-generation tasks a_t certain timesteps in the denoising process; it then mixes the
' diverged samples back together using the covert message. Ob-
Sampling and Inversion. serving the nal image, the receiver can identify the message
In the sampling process, we start with a text promipt used to mix the divergent paths. They apply this method to
and an initial latent noise sampler (isotropic standard pixel-based and latent space diffusion models for images and
Gaussian [3]), which is represented as a 64x64x4 tensor whei@eos.
the last dimension is the number of channels (RGBA). Theln contrast to existing techniques, our method both uses
StableDiffusion sampling process will then iteratively denoiseff-the-shelf latent diffusion models without retraining, and it
Xt into Xo (same dimension), and then a full resolutio@mbeds covert messages in the initial latents (“latent noise”)
512x512 image will be decoded fromg. Note that this rather than later on in the diffusion process to obtain greater
process is completely deterministic once and the prompt robustness to modi cation of the output (e.g., resize, compres-
are determined. Given a full size resolution 512x512 imagpon, etc.).
(which may or may not have been created through StableDif-Given these desiderata, the work most closely related to
fusion) the inversion process rst uses the encoder to obtadars is Kim et al. [15]. They introduce three distinct message
Xp a 64x64x4 tensor representation of the image. It thgmojection methods, each designed to embed secret messages
iteratively noises this representation back into a latent poiinto latent noise. The major limitation of their technique is
x. As mentioned before since the inversion process is ortlyat it alters the latent space distribution. This may not seem
approximate, the inversion of a sampled initial latent will hav® be a signi cant issue as their outputs appear realistic. But
lost information. In other wordst 6 X~ although we expect in fact (as we show empirically) it leads to a total break.

Xt XT. An adversary can ef ciently detect their cover messages with
probability almost 1. By contrast, our proposed technique
B. Generative Steganography exactly preserves the latent space distribution and we prove

it achieves indistinguishability.

Since the advent of deep learning there has been signi cantraple | provides an overview of related work in comparison
interest in doing steganography using deep generative modgl$ur approach. In particular, our paper is the only construc-
such as LLMs for text-based steganography [11], [9], [8], [10fion that achieves provable security and proposes an error
GANSs for images [26], [27], [28], and audio/speech [29], [30korrection scheme.

In this method, the receiver extracts the message from the
generated “cover media” through an inversion process orCa Watermarking
separate model. A different problem that relies on similar techniques to ours
is watermarking; in which a model owner embeds a small
2https://stability.ai/ & https://huggingface.co/stabilityai/stable-diffusion-2-watermark within the generated diffusion output. This problem
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has received substantial attention recently [34], [35], [36], [37F therefore to distinguish between diffusion-generated images
In particular, two methods also attempt to invisibly embethat contain covert messages and those that do not.

information in the latent space. Tree Ring Watermarking [34] The adversary has access to every aspect of our proposed

embeds in patterns structured in Fourier space that are hig%gtem except for the shared secret key between the sender
robust, but in uence model OUtpl.Jt' G_au$5|a_n Shading [_?’ d the receiver. This means the adversary has full knowl-
seeks to match the natural Gaussian distribution, and achleggae of/access to the diffusion model, hyperparameters used
high robttjstness, but has Ill(m'te(:] Cap?C'.tly- .V.Ve discuss th%séatails of the cryptographic algorithms used, prompts, etc. In
papers because watermarking has similarities to generalligcar the adversary can generate their own outputs from
;teganography n that b.Oth attempt tq embed |nf_ormat| e diffusion model, as well as attempt to invert any image
into generated images W'th(_)Ut de_creasmg the quality of g\ into (reconstructed) latents. However, the adversary does
output. Hoyvever,_they differ in the_lr goals and threat mOdelﬁot observe the initial randomness chosen in the sender's
Watermarkmg strives for easy retrieval and robustngss 292iN3hnts. We also assume that the adversary runs in probabilistic
alterations. By contrast, the goal of steganography is to cre Eﬂynomial time (PPT) in the security parameter (in our
a reliable channel between the sender and receiver that.iS, e size in bits of the shared key materials). This is
completely undetectable and maximizes its capacity. because otherwise the adversary could break the cryptography
to recover the plaintext directly (ignoring how the diffusion-
based generation works).

We consider a sender and a receiver communicating covertly emphasize that the adversary can invert an image
by using diffusion-generated images. The sender, Alice, efjsing the diffusion model, retrieving the same latent space
beds a plaintext message into the generation process ofAhe receiver. In other words, the adversary can act as

(public) diffusion model. This process results in images that sender/receiver attempting to decode messages as well as
are then sent to Bob, the intended receiver. Bob then proceggﬁding fake ones.

to invert the diffusion process to recover the message. ) o
In this paper, we are not concerned with how the diffusion Moreover, the adversary can train a (PPT) distinguisher and

output images are sent to Bob. For example, they may BHETY the model to.identify !ts disFribution, as well as the
shared over a public platform such as Reddit or X. Or in sonfiistribution of the noise used in the image generation process.

cases Alice and Bob may in fact be the same individual and thewe consider the possibility that diffusion-generated images
covert messaging channel created is thus a kind of plausilljll be altered by image transformations such as resizing
deniable storage scheme that Alice can use (e.g., Alice hastoformat transformations (e.g., by an adversary or by the
surrender her personal computing devices at a border crosspfetform). This is mostly to re ect the fact many platforms
to/from an authoritarian regime). perform such transformations when attempting to display
Regardless of speci cs, the scenarios we consider prioritimmages in certain sizes or shapes, such as for a user portrait
security and reliability over transmission capacity. Thereforey when compressing the image to reduce load on the site.
the construction we propose is not designed for frequefhis is not meant to capture an adversary that seeks to
low-latency large capacity communication, such as privatempletely prevent covert messages, as such an adversary
messaging, but is intended for covert communication (of smalbuld use image transformation that would completely destroy
payloads) that must not be discovered. any communication (e.g., resizing the image to 1x1 pixel,
To ensure con dentiality, integrity, and authentication, theeplacing it with a black square, etc.). We also do not consider
message embedded by Alice will rst be encrypted anan adversary that seeks to identify steganographic posts based
authenticated using a shared key with Bob. We assume Alige the subjects of the post, or the behavior of the user.
and Bob have already shared a cryptographic key pair beforgye g not consider the cases where the adversary controls
initiating any communication. the process by which the sender and receiver exchange images
e.g, full control of the platform images are posted on). In
A. Threat Model \(/vh?ch case the adversar?/ could perfogrjm otherpattacks, Sl)JCh as
We assume an adversary whose goal is to identify thdgleting images, replacing images with adversarial examples,
covert communication is taking place and (if so) who are thenalyzing posting habits, and observing scraping activity. We
communicating senders and receivers. The adversary's gleve such analysis to future work.

Ill. PROBLEM STATEMENT & THREAT MODEL



Fig. 2: Proposed construction sender-side and receiver-side operations. Shared information must be agreed upon by both the sender an
receiver, but much of it can be stored in the parameter table. Alice encrypts then embeds the message into the latent space which is usec
to generate the cover image. The cover is then received by Bob, the ciphertext is recovered and then decrypted giving Bob the original
message.

B. Security Desiderata & Other Goals A. Initial Setup

Within the scenario described above there are several goalg, generative steganography, the sender and receiver must
we wish to achieve. use the same model with the same prompt and parameters, as
Covertness: Exchange messages without the adversawyell as the same steganographic settings. Otherwise they will
being aware an exchange is taking place. observe different distributions and be unable to exchange in-
Output Indistinguishability: It should not be possible to formation. We assume the sender and receiver have exchanged
distinguish a steganographic generated image from a nensecret keysey, which the adversary does not observe, as
steganographic generated image, without the secret keyvell as a message countetr for the number of messages
Latent Space Indistinguishability: If the adversary were exchanged using this key. From this they can then derive
to attempt to invert a non-steganographic image andudique key materials for each message from this key and
steganographic one, the returned latent spaces should fakssage counter. We use this key material to seed PRNGs
low the same distribution and be indistinguishable.  that are used to generate the initial lat&st, permutation ,
Con dentiality and Integrity: The only person who and select a row in the parameters table.
should be able to identify that a covert message is embed-The parameter table associates sets of parameters together
ded within the noise should be Bob, who uses his secig§ that the sender and receiver can stay synchronized in their
key to retrieve the message. Furthermore, Bob should ge of parameters. Each row in the table includes information
able to determine if the message was altered. such as the model namelversion, the prompt, the threshold
In addition, the steganographic method should be useful fgid redundancy levels, and any other information needed to
covert messaging. This requires adding few goals relating §gnchronize states. This allows the sender and receiver to
performance. exchange multiple messages with varying parameters with
Utility: Alice must be able to embed enough bits pesnly a one time exchange of the secret kgy . The parameter
diffusion output for transmitting useful messages, an@ble is ideally private, but that may not be realistic, for
Bob must be able to reliably extract the messages (wilbigistical and adversarial reasons, so we can assume the table
reasonably high probability of correctness). is public. As such the sender and receiver could download it
Robustness: The embedding method should be robugtom a public location, ensuring they have the same model
enough to retrieve the message after enduring transforna@d parameter settings. Consistent with our threat model,
tions common on public sites, such as quality reductiothis means the adversary also has access to this table, and
compression, and format changes. has knowledge of all models and parameters. We assume
If the adversary alters the images Bob may not be ablettte models used by the sender and receiver are versions
retrieve them. However, this should not result in the adversgeyblicly available on sites that host models/ netunings of
being able to identify a steganographic image, nor shouldiibage generation models. This is not a problem, because

result in an image Bob could mistake for the original. security relies only on the secrecy of the key.
It is worth emphasizing that we need not assume anything
IV. PROPOSEDCONSTRUCTION about the model or its training set. Moreover, if the adversary

were somehow able to corrupt the model so that the sender

Our method can be described in four parts: (1) setup; (@hd receiver downloaded different versions, that could prevent
cryptographic record; (3) embedding; and (4) retrieval. Fig. cbrrect exchange of messages, but would not undermine the
provides an overview of our construction. security of the scheme. If this is a concern the sender and



Algorithm 1 Embed Ciphertext into Latent Space Algorithm 2 Recover Ciphertext

Input: c: Ciphertext; Input: xt: Initial latents;
: Permutation; : Permutation;
X1 : Initial latents; x~ . Reconstructed latents;
: Redundancy parameter; : Redundancy parameter;
: Threshold parameter; : Threshold parameter;
Output: x1% Latents with embedded ciphertext p( ): pdf of N (0; 1); . Assume errors are standard normal
1: ¢ AddRedundancy(c; ) . Within c convert all O bits to -1, then Output: € reconstructed ciphertext
apply redundancy by repeating each bitimes. 1: procedure FLATTEN(XT; )
2: ¢ Permute(c’ ) . Permutec®, according to 2: We wish to convert a 64x64x4 latent space into a single at
3 x1%  xt list of valid components.
4: for Xt inxr %do . Loop over each latent componentsry ° 3: \% 1]
5: if jXTii ] then . Only embed in values larger magnitude than  4: Going layer by layer, append to each latent space compo-
6: s ¢ :pop() nent fromxt if their absolute value is greater than
7: if s= 1then 5: return v
8: XT:i XT;i . Flip the sign ofi" elementofxt®  6: end procedure
9: end if 7: procedure REMOVE_MASK(V; ;; )
10: end if 8: v®  Inverse_permute(v; ; ) . Given a list of latent
11: end for space values remove the applied Mask by identifying all values with a magnitude
12: return Xt 0 greater than , and then inverting the permutation. Returning latent space values

respective tac® (c with redundancy applied)
9: v®  Partition(v ; ) . Partition list into a list of length lists such

. . X . that sub-listi contains all the latent space values embedded with tthéit of c
receiver can use hash/checksums to ensure integrity of thgjr  returnvo®

local copy of the model. 11: end procedure
For simplicity of exposition, we sometimes omit embedding2: Voig ~ Flatten( xr)
parameters or hyperparameters as input to the algorithms. BgitViecor ~_Flatten(x—)

. : Vo Remove Mask(Vorig ; ; ;)
orig . 9
we assume both sender and receiver have agreed upon a1§e:§9ecov Remove Mask(Vrecor © : ;)
of values to use. 16:e \"
17: for i 0to len(c)do
B. Cryptographic Record 18: Use Eq. (1) to recover thih bit

] . 19:  Add the bit toe
Before Alice can send the plaintext messagéo Bob, she 20: end for

rst must encrypt it and ensure integrity and authenticity.  21: return &
For this, we use an Authenticated Encryption with Asso-
ciated Data (AEAD) construction realized in practice using
an AES block-cipher in CTR-mode to encrypt our plaintext Given this, Alice has to perform two steps for embedding
giving UsCyogy - The counter allows them to exchange multipl@ ciphertextc = Cyoay jjCrag - First, redundancy is added to the
messages using the same key without compromising messeigdertext as follows. Each bit in is repeated 1 times
security and integrity. We also generate an authentication tégdundancy parameter) before permuting the (redundant) ci-
Crag , by computing an SHA512-HMAC afyoqy Using thes,ey  phertext according to permutation creatingc®, . Second, we
and truncating the result (e.g., to ve bytes in experimentsynly embed bits into component values §of) with absolute
The tagcg is appended to the end @foqy giving us our values above a certain threshold 0. So for each component
ciphertextc = Cpody jiCtag . The tag can be checked by thevalue within the 64x64x4 latent space, if its absolute value
receiver on the retrieved message to ensure no bits were steeds we embed a bit fromc®,. To embed al bit,
from inversion or adversarial interference. Both the AES bloske do not change the component value, and to embéd a
cipher and the HMAC tag use keys derived from the secret kbit, we ip the current sign of the component value. As we
Skey initially exchanged between the sender and receiver. show in Section V-D, this ipping of bits does not alter the
distribution. The method is illustrated in Algorithm 1. Lines
C. Ciphertext Embedding 7-8 perform the actual logic embedding bits. The process can
Recall that due to their shared key material, Alice and Bcﬁ)e.thought of as applying a mask of permuted values over
valid values. If we have redundancythen we can only embed

have agreed on parameters. For StableDiffusion, the init _ _ .
ve ag P U b 384 bits of the ciphertext at the most per output (assuming

latents xt are represented as 64x64x4 tensors sampled 4564 4 latent d t value that d ;
isotropic Gaussian [3]. Said differently, each latent compone XG4x4 latent space), and any component value that does no

Xt is sampled i.i.d. fromN (0; 1). So the only difference in ex_ceed in r_nagnitqde is not embedded with a bit. We discuss
this case is that the PRNG is seeded based on key matetnf?ésf further in Section VIIl.

derived from the shared secret key and the message courBer
This way Alice and Bob will both obtain the same initial™"
latentsx 1+ for each message and can use a similar procesur construction uses the DDIM scheduler inversion pro-
to generate the same permutation cess proposed by Ho et al. [3] and as such can be used with

Latent Space Inversion



Algorithm 3 Error Correction X7, to receivevd,; , with the same list format but containing

Input: siey : SeCTEL keEy; component values from.
er: reconstructed ciphertext of rst latents; For each biti, the receiver then compareg), [i] and
¢z: reconstructed ciphertext of second latents; v, [i]. If all components of each of the two lists have the

max_errs: maximum potential errors to correct default: 10

Output: m: message, or Fail same sign, then r.ecgvering. the.value qf embedding.l:iri;t

1: procedure CHECK(C; Skey ) straightforward. It isl if the signs inv, [i] match the signs

2:  Check tag of ciphertext, if valid return True, else return Falsi& vgrig [i] and O otherwise. (Recall that during embedding

3: end procedure Alice ips the sign of each component if the corresponding

4: err Compare(er;€z) . Identify indexes where the ciphertexts differ. ciphertext bit is 0.)

5: if len(err) > max_errs then The challenge is that b the i . . t

6 return Eail ge is that because the inversion process is no

7- end if perfect, within the listv®,, [i] there may be components of

8: Use recursion to genera®® -*" possible ciphertexts. different signs. In that case, we propose to recover the cipher-

9: Each ciphertext being a possible combination of error bit replacgext bit using a likelihood ratio test based on the assumption
ments. L that inversion errors are i.i.d. standard normal distributed. Said

10: for Cin 2M - possible ciphertextdo dif fl that if th I f &

11 if Checkt; Sey) then differently, we assume that if the value of a componen (3]

12: return Decryption of validc is initially x then after embedding and inversion itxst+ z,

13:  endif wherez N (0; 2) for some unknown but xed > O.

14: end for This strategy allows us to take into account the magnitude of

15: return Fail each component value in the recovery (as opposed to only its

sign). For example, it is more likely that inversion error caused
o . _ 0:02to ipto 0:01than it is that3:0 ippedto 3:2.
any diffusion model using that scheduler. In this paper, in Concretely, the likelihood ratio we use to retrieve fittie

addition to using the DDIM scheduler, we also propose it is: Q .,
use EDICT, a variant of DDIM that uses dual latent spaces =0 P(Vaig I Vieeoy [11G 1) 1)
to improve inversion accuracy [7]. More speci cally, when J_:Ol n( Vgrig 6] Ve [illiD

denoising at each step, the scheduler will update one latent

space with information from the other one, in a deterministithere p() denotes the standard normal probability density
and invertible way. This helps stabilize the inversion procedgnction?

allowing us to perform error correction. The use of EDICT If the ratio in Eq. (1) is greater than 1 then it is more likely
increases message accuracy (the percentage of messaged@¥ap the standard normal error assumption) that ciphertext
that can be perfectly recovered) as we detail in Section VIRIt i was not ipped (soc; = 1). Otherwise, we conclude
When embedding, the only difference between EDICT arfdphertext biti was most likely 0. We use this equation and
DDIM is that we duplicatext® to form (x1%x19 which show the entire process in Algorithm 2.

functions as the dual latent spaces that initiate image genWith this, we can recover the ciphertext. We can then verify
eration. On the receiving end we perform the same retriedpt we have correctly retrieved the ciphertext by comparing

process across both latent spaces, and then use them to pertbfrfag at the end of the ciphertext against an HMAC of
error correction as detailed in A|gor|thm 3. the bOdy of the Ciphertext. If they match we have Correctly

retrieved the message. If they do not then there has been
an error. Note that in addition to ensuring integrity, this also
proves the message came from Alice since without the key an

Once an image has gone through inversion, the receiver [g§ersary cannot forge a valid HMAC tag.
an inverted latents— (or (x;x59 in the case of EDICT). When using the DDIM scheduler, this is the end of the
Recall that the receiver also knowsr, the initial latents €covery process. If the HMAC tag does not match, then the
used by the sender for this message. Usiig to identify Message is lost.
which component values had magnitudes above the threshBldor Correction with EDICT. By contrast, when using

, the receiver can compute theask used by the sender andEDICT we can perform additional error correction. Our novel
extract the component values associated with it, and then inveroposal works as follows. Due to EDICT we have dual latents
the permutation to recover latent components that encode (ke ; x79 and therefore we can use Algorithm 2 and Eq. (1)
ciphertext, with redundancy. to create two reconstructed ciphertextse;, one for each

Once the mask is removed, the receiver has a list #wverted latents. Both ciphertext can be checked to see if the
component values matching the ciphertext with added redUnMAC tag is valid. But if neither is recovered without error,
dancy. The receiver then splits the list inken(c) lists of Wwe can use their differences to identify and recover correct
length . Each list invl., contains component values, bits. If the number of differing bits betwees ande; is small,
which were embedded with the redundant bits forikit the .

. . .0 . . . We can use the standard normal PDF for this and do not need to know
C'DherteXt- Thus each IIS‘:recov ['] can be associated with thethe common variance? since it does not affect whether the ratio is greater
i-th ciphertext bit. We repeat this process on the initial latendsn 1.

E. Ciphertext Recovery



then we can create a new ciphertext for every combination identically distributed, then the output with and without covert
differing bits and check if the HMAC tag is valid. messages will also be identically distributed.

In practice, assuming that reasonable embedding parameter® the rest of this section, we prove the security of our

and were used, there is often only a small number d@fonstruction. First, we formalize initial latents schemes (Sec-
problem bits (e.g., less thahO) in practice. Therefore we tion V-A). We then propose an indistinguishability game for
can check every possibility quickly. If we obsermeproblem them (Section V-B). In the process, we explain why our
bits, then there ar@" possible ciphertext to check. So, weproposed approach does not suffer from the same issue as Kim
set a maximum number of problem bitsax_errs to attempt et al. [15] (Section V-C). Finally, we prove our construction's
recovery (e.g.max_errs = 10) to bound the computational indistinguishability (Section V-D).
effort. This method allows recovering any message for Whi(}&:l
there are only a few errors due to inversion, and for which’
both retrieved ciphertexts do not incorrectly identify the same We are given a security parametgg: and a latent space
bit. If an incorrect bit is not among the problem bits, then thdimensiork. A initial latents steganographgcheme is a tuple

recovered ciphertext is incorrect and the message is lost. (Init, Embed, Recover) de ned as follows.
Init(lsec) produces a secret kesgey Of lsec bits.

Embed(Skey; m; X7): encrypts and embeds a message
V. FORMALIZING AND ANALYZING SECURITY of 0 <1l k bits under keyse, starting from initial
latentsx + 2 RK. The output is some1°2 RK.

In this section, we analyze the security of our proposed RecovVerGiey;xT;X1): recovers plaintext from inverted
approach following our threat model, de ned in Section I1l-A.  latentsx+ 2 R¥ and initial latentsxt under keysyey .
] ) o o The output is a plaintexta of lengthl,, or ? (failure).
De ning Security & Indistinguishabilities. Recall that the  the correctness condition is that if for any tuple
adversary's proximate goal is to distinguish diffusion imagetgkey;xT :m), if Embed(Sey;m;Xx7) outputs x1° then
that contain embedded messages from those that do 'F@écover@key;xTo;xT) outputs m® such thatm = m° In
Therefore, a straightforward way to de ne security is a§iher words, assuming zero inversion loss, the message is

output indistinguishability i.e., the scheme is secure if thggcoyered with probabiliti under any key and initial latents.
output images produced by the diffusion-based steganograplGyractice, since there will be inversion loss, we are never
scheme are indistinguishable from images produced by t&@aranteed to recover any message.

diffusion model itself. This is an appealing way to dene" opserve that the construction does not involve the diffusion

security, in part because it is easy to evaluate empirically,oqe| 4t all. This is by design and a consequence of the fact
It sufces to generate a dataset of images produced by theyt we embed bits in the initial latents.

steganographic scheme and a dataset of images produced by

the diffusion model alone and compare the two, for examplB, Indistinguishability Game

using an ML-based distinguisher. This is what most relatedye propose an indistinguishability game to formalize la-

works do [22], [23], [24], [15]. tent space indistinguishability for diffusion. This is the main
The problem with this reasoning is that the adversary is ne&curity notion we use in this paper.

limited to only analyzing the diffusion images themselves. The We assume that the challenger and adversary have common

adversary can reason about the process by which images @ffision modelG with a promptt and sampling hyperparam-

obtained and even simulate the sender or receiver processefefsparams We also havése. the security parameter in bits

course, the adversary can never recover the plaintext messgg¢ a message length > 0.

embedded in the diffusion image (without the secret key or The game proceeds as follows.

breaking the cryptography). But by an approximate inversiof) The challenger generates key matesia), of |sec bits and

of the image they can recover approximate latert§ which also a uniformly random bib 2 f 0; 1g.

they may use to infer the presence of an embedded messageThe adversary generates a plaintext messa@é at most

Therefore, output indistinguishability is insuf cient. A secure | bits and sends it to the challenger.

scheme needs to ensure that the distribution of any recasy The challenger padm to |, bits. The challenger then

ered latent7 0 on diffusion output embedding some covert generatesxt from the diffusion modelG initial la-

messages matches exactly the distribution of recovered latentstent distributionD. If b = 1, the challenger invokes

on (non-steganographic) outputs. A principled way to do this Embed(Skey; M; X7) to obtainx° and then setxt =

in our setting is to achievéatent-space indistinguishability x1° Otherwise (ifo = 0) then the challenger does nothing.

i.e., ensure that the initial latent-space distributions with angy The challenger invokes the diffusion modél with a

without embedding covert messages are identical. promptt and sampling hyperparametgearams on X .
Latent-space indistinguishability is a stronger notion. It

implies output indistinguishability because once initial latents “Once we achieve latent space indistinguishability, we do not need to
worry about the output quality of images embedding covert messages; it will

are Sar_“P'_edv the dmus.'on procegs 1S completely determm's%‘é' identical to those images that do not embed anything. Nevertheless, we
If the initial latents with and without covert messages araluate this empirically in Section VII-B.

Initial Latents Steganography



It obtains the corresponding image and sends it to the the redundancy. This could then be used by an adversary to
adversary. distinguish latents that embed bits from those that do not.

5) The adversary then runs PPT (ihy) algorithm The following theorem makes this intuition precise. It
A(G;t; params xo) to obtain a bitk’. The adversary states that Algorithm 1 does not alter the natural sampling
outputsk’. distribution of the underlying (latent) diffusion model.

If B°= bthen the adversary wins the game. Moreover,
de ne the adversary success rate R’ = b) and conse-

quently the adversary's advantage/sdv = 2Pr( B°= b) 1.

We say a scheme is secure if no PPT adversary can win { 8 transformation okt |nto x12in Algorithm 1. Then the

game with arl]dvantagg greater t:]an ? ne%hglble f;nc;;o: Witlistribution of Xt is not altered byEmb, i.e., we have:
respect to the security parametes.. In other words, if for Emb(xri) D fori=1:2;::::k.

every PPT adversary we havkdv  negl(lsec).

Wheorem 1. Let X1 be a vector ofk random variables
each distributed according to a symmetric distributioni.e.,
D fori = 1;2;:::;k i.i.d. Also, letEmb denote

Theorem 1 states that any adversary (even one not bounded
C. The Problem with Distorting Distributions in probabilistic polynomial time) cannot distinguish between
initial latents xt and initial latentsxt? = Emb(x7) that

Kim et al. [15], our closest prior work, alters the initial ) . . . e
[15], P bed ciphertext bits. Since given the latents, the diffusion

latents distribution as part of their embedding process. Inde&ﬁnCess is entirely deterministic (and public) the corollar
instead of generating a random Gaussian latent space, tRe y P y

use message projection to Il the latent space with valug hat diffusion outputs that embed ciphertext bits are also

according to the bits they need to embed. So instead of ippi g[atlstlcally) indistinguishable from those that do not. It

e o . mediately follows that no PPT adversary can win with
a value's sign (as we propose), they replace it with 1 for o
bits, and 1gfor(zercbb|?s %Ber%atweﬁy tr?ey pull from a smar‘j igher than negligible advantage the indistinguishability game

subset of values, i.8. 2 or 5 for 1 bits ando for zero bits. of Section V-B. That said, this does not imply the entire

The result is that after embedding their latents do not folloconstructlon IS statistically secure (it is only PPT secure).
he reason is that a non PPT adversary could break the

an isotropic Gaussian distribution. Their method can match
tography itself, even if they cannot directly distinguish
the mean and standard deviation of the standard Gaussj
e Iatents that embed ciphertext bits from those that do not.
BIStI’IbUtIBn but in reality there only three possible values (0O,
2,or  2). This discrepancy in distribution can be exploitedroof of Theorem 1By construction, Algorithm 1 applies to
by an adversary to identify covert messages. each component ot independently (based on each bit in
Under realistic threat models (such as ours) the adversaighertextc). So it suf ces to consider what happens %o
does not observe the latents directly. Instead they obsefwean arbitraryi. Let Prp (x7.;) denote the probability density
diffusion outputs from which they can attempt to reconstruétinction of xr,; underD. If the embedded bit is 0 then there
the latents by inversion. As we show in experiments (Seis no changeXr; = Emb( xt,)). If the embedded bit is 1
tion VII-A), despite signi cant loss in the inversion processthen Emb(xti) = Xt.i. But sinceD is symmetric, i.e.,
the proposal of Kim et al. [15] is not secure. An adversary th&rp (X) = Prp( x) for anyx 2 R, there is no change in the
approximately reconstructs the latent and trains a simple Mdistribution and we conclude th&mb(xt;) D . O
based distinguisher (e.g., a Random Forest classi er) readily

achieves 100% accuracy on distinguishing between their IatenBem?rk tha(; The(r)]rem 1 only rteguwes thlatdtheg|str|but|<t)n bed
spaces and non-steganographic latent spaces. mmetric and each component be sampled i.i.d. (e.g., it nee

: . . L not be Gaussian). However, in our case with StableDiffusion
Interestingly, despite altering the latents distribution, t

e distribution of each latent space component is standard
construction of Kim et al. [15] produces high quality d|ffu5|on

outputs (as we con rmed experimentally — Section VII- B) normal distributed (i.e.p = N (0;1).
The pitfall of their approach is the (implicit) assumption that VI|. EXPERIMENTAL SETUP

high output quality implies security. As our LDM, we use CompVis/stable-diffusion-v1-4 [38]
with one of two schedulers, DDIM or EDICT. For prompts
we use one of ImageNet's 1000 classes [39]. For the diffusion
Our embedding procedure (Algorithm 1) does not alter thgrocess, we use 50 inference steps, and we generate 512x512
distribution of the initial latents. Intuitively, the reason is thaimages. Unless otherwise stated we use a threshold of 0.3 and
the initial latents are sampled i.i.d. from a symmetric distria redundancy of 6, and the EDICT scheduler. All experiments
bution and Algorithm 1 simply ips some of the signs basedre done on servers with 12 GB of RAM for the CPU, and an
on the redundancy-expanded ciphertext bits. Interestingly, tihN&/IDIA A100 NVSWITCH GPU with 80 GB of memory.
argument would not hold true if for example the algorithm was
to set the sign based on the redundancy-expanded ciphertext VII. SECURITY EXPERIMENTS
bits (e.g., sekr +iXrijifbit i is 1 andxti | X1i] Although we proved the security of our construction, we
otherwise). For instance, in such a case, the number of positdan nevertheless evaluate security empirically. For this, we
entries in the transformed latents would be a multiple afan train ML-based distinguishers to identify any distortions

D. Achieving Latents Indistinguishability



(a) Message Projection (b) Our Method

Fig. 4: QQ plots of the two embedding methods against the natural
recovered latent space distribution. Although the graph on the left
follows the natural mean and scale well, the clustering around the
values inserted into the feature values is easy to detect.

QQ-plots from the same sets of latents. First we establish a
'natural’ set, which is the distribution across 500 laten
Fig. 3: ROC curves and AUCROC for Random Forest classi ers ! t spaces

t : )
distinguish latent space with and without embedding. Our methéoﬁcovered from images without an embedded message. \We
does not alter the latent space and so classier performanceC@n then compare the two methods. To create the QQ-plot
random guessing. Kim et al. [15] (message projection) do alter tiée create a histogram with 100 equally spaced bins ranging
distribution, which leads to (almost) perfect classi cation. from 3 to -3, and then compare the proportion of points

within that bin against the natural distribution. We provide the
caused by the embedding of our messages. We can also e(/%ﬁylts_m Fig. 4. Th_e resglts show that simply m;e_rtmg values

. ; : ; according to the bits being embedded leave distinct clusters
uate cover (i.e., output) image quality to determine whether .
; .. ~".near the values being used.
embedding covert messages alters the output distribution in
way that an adversary can detect. For this, we use taehet
Inception Distance (FID) [40], CLIP-score [41], and imag

classi ers as distinguishers.

%’o further illustrate the effect of embedding method on re-
urned latent spaces, we performed a two-sample Kolmogorov-
mirnov (KS2) test. We compare the natural set described
above against similar sets for our method and for message
A. Security of the Latent Space projection.

We train Random Forest binary classiers to distinguish Our null hypothesis is that the distributions are the same,
latent spaces. Concretely, we generate 3 sets of 500 latend thus the embedding method provides latent space indis-
spaces gathered by inverting a cover image. All images diguishability. Using the k2samp function of the scipy.stats
generated and inverted with a DDIM scheduler. The rst sgtackage, we compare our method against the natural distribu-
does not contain a steganographic message. The secondiggt which returned a test statistic valueG®006andp-value
contains a message embedded using our method, and the @75 and thus we do not reject the null hypothesis. For the
uses a message embedded by (our re-implementation of) thessage projection method, however, the test statisti© &5
method used by Kim et al. [15]. Recall that their embeddingith a p-value4:56 10 “° and hence the null hypothesis can
[.pgthod ngrrides the initial latents by assigning 1 bits to eitheafely be rejected.

2 or 2 and 0 bits to 0.

We create a histogram for each latent space with 10 equally Security of the cover
spaced bins ranging from -3 to 3. The bins are lled with the
number of feature values that fall within the range of the bins. We calculate FID using the Pytorch FID implementa-
We then train a RF classi er on the histogram bins distributiofion [42]. We generate a large set of images. 10,000 without a
counts as features to distinguish between non-steganograpghgssage embedded, and 10,000 with a message embedded. To
latent spaces, and ones containing a message embedded &staplish a base FID, we split the natural dataset in half, then
our method. We also trained another RF classi er in the samgglculated the FID of the two halves. This returned an FID of
way to distinguish between non-steganographic latent spad@s688. We then calculated the FID of images with a message
and message projection. We use 400 training samples and €0tbedded within them against images without a message, and
test samples for both classi ers. got an FID of 13.642.

The results are shown in Fig. 3. For our method the classi er We also gathered the CLIP-scores [41] of the generated im-
only achieves an AUC of 0.5, or random guessing. For Kim ages against the prompt used to generate them. Images without
al. it achieves an AUC of 1.0, meaning it was able to identifg message had an average CLIP-scoi@383 0:001 Images
every single steganographic message without errors. with a message had an average scor@:8628 :0008 Using

To demonstrate why it is so easy to detect latent spaad-test with the null hypothesis that these originate from the
embeddings when they alter the distribution, we also generatame distribution, returnsgavalue 0f0:1199 meaning we do
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not reject the null hypothesis, and these are likely the same
distribution.

TABLE IlI: Accuracy of various steganalysis models attempting to
detect if a generated image contains an embedded message or not.

CLIP  Xu-net Ye-net SiaStegNet
Model Acc 0.506 0.50 0.497  0.502

C. Steganalysis

We use these same datasets to train several steganalysis
models. Clip [43], Xu-net [44], SiaStegNet [45], and YeNet
[46]. For CLIP we use OpenAl's CLIP model with ViT-
B/32 transformer architecture. We create two classes “stegano-
graphic” and “non-steganographic”, and attempt to classify
images according to them. We use the dataset we creatéqy 5: Cover Image Classi cation, showing the CLIP and Xu-net

: : } ; ; dels, both unable to distinguish between generated images with a
in Section VII-B 10,000 images without a message embEdd%gssage embedded using our method vs. without. Not shown, these

and 10,000 with a message embedded. Note, this is differgiyels are also unable to detect images generated by Kim et al.
from Clip-Score where we compared the image against the

prompt used to generate them. Here the model is used to

extract features on for a ML-based distinguisher. Our CLIP Re||ab|||ty can be measured by the likelihood of a message
model uses an Adam optimizer and measures the cross gybe received without errors, i.e., it can pass the tag check and
tropy loss. We train for 30 epochs. The model is unable #e decrypted correctly. To help tune parameters to optimize
distinguish between classes. both of these metrics, we propose a single metric that accounts
Xu-net, SiaStegNet, and YeNet are originally intended #r both capacity and reliability, calleeixpected bits received
identify the noise present when embedding an image directfyiis is simply the proportion of sent messages that are
into a cover, and thus require an original cover image {@ceived in their entirety, times the number of bits that each
compare against the embedded cover. This does not existi@§ssage contains. Said differently, it measures the amount
our method, so we use cover images generated with the sash@its correctly recovered per message assuming an in nite
latent space as our steganographic cover, but with no messg@éam of transmission from the sender to the receiver. By
embedded in them. Again, the models are unable to distinguightimizing for this metric, we can ensure that the maximum
between non-steganographic and steganographic output. Réhber of bits make it to the receiver. We propose this
results for CLIP and Xu-net are in Fig. 5. metric because optimizing for capacity or reliability alone is
We also tested images generated using Kim et al.'s methedpoor strategy. Achieving high capacity is pointless if the
and found that none were able to detect messages embedgedsages sent cannot be recovered correctly. In Table |1l we
using their methods. This is consistent with their results, singBow how the metrics of our method compares against similar

their method of inserting values maintains enough of thgeganographic and watermarking methods.

original distribution’s shape to maintain image quality. A note about bit accuracy. Related work typically evaluates

VIIl. PEREORMANCE reliability as bit accuracy, i.e., the proportion of embedded
reliabits that the receiver correctly recovers. We use this metric in
eriments for ease of comparison, but we do not believe it is
eaningful. The reason is that when the message is encrypted
as necessary for con dentiality) retrieving any proportion
less than all of the embedded bits prevents recovery of the
A. Metrics plaintext, since decryption requires all bits of the ciphertext to

Capacity measures the number of bits that can be comnhig correctly recgvered. The.refore, we advocatg for using mes-
nicated in a single cover. Reliability is the measure of ho#R9€ accuracy, i.e., proportion of complete plaintext messages
reliable message transmission is; can the sender be sure fiR&ectly recovered, which accounts for encryption.
their message reaches the receiver?

We measure capacity in bits per pixel, assuming an ima&e
size of 64x64 in order to have standardized measures acrosEhe three parameters that affect performance the most are
models and related work. Different models may transformedundancy, threshold, and scheduler. We evaluate redundancy
the latent space into different sized images, but since we &oe values between 1 (no-redundancy) and 16, and thresh-
embedding the message into the latent space the nal imagl/d from O to 1.5. For the schedulers we use the standard
size is largely irrelevant. DDIM scheduler and EDICT. In Table IV we show how the

We evaluate and discuss tradeoffs between capacity,
ity and processing time. We emphasize that if we had chos
to embed bits in a way that altered the latent distribution, t
tradeoffs would also involve detectability.

Parameter Tradeoffs
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TABLE Ill: Metric comparison for similar steganography or watermarking papers. Where multiple methods were present in the paper, we
selected the best version. For our results we used metrics for our highest expected value parameters (redargdamcythreshold = 0:3
and the EDICT scheduler).

(a) Detectability ranges from 0 to 1 with 0.5 being random guessing. Note:
For LSB (Least Signi cant Bit) steganography the capacity is 1 bit per piXe) FID and Clip-Scores were measured compared against a natural score
but the embedding is on the nal (full size) image, not in the latent spawgthout any message embedding. For Tree Ring Watermark, we included

therefore the actual total capacity is larger. the radius of their embedding since they do not provide a capacity measure.

Capacity Bit Detectabili Provable Capacity Bit FID Clip-Score
(BPP) Accuracy ty Security (bits) Accuracy (Base 25.31) (Base 0.363)

Wei et al.[24] 1 1 0.548 Tree Ring _

Peng et al.[32] 0.4 0.995 Unreported Watermark r=4 0.9999 2547 0.356

Kim et al.[15] 1 0.954 Pe=0.423 Gaussian

LSB 1 1 1 Shading 256 0.9999 25.20 0.3631

This Paper 0.501 0.999 0.5 X This Paper 2087 0.99 25.43 0.3628

TABLE IV: Capacity and reliability for EDICT and DDIM schedulers at different redundancy levels, for a threshole 6f:3. As well as

values at different threshold values for a redundancy ef6 . Capacity is the same across both schedulers and calculated in bits per pixel
(BBP) at the 64x64 size for consistency with prior work and the latent space. Reliability is the percentage of complete messages correctly
recovered.

Threshold ( =0:3) Redundancy (=6)
1 2 4 8 16 0 0.1 0.5 1 15
Capacity (BPP) 3.056 1.529 0.7639 0.3820 0.1910 0.666 0.613 0411 0.211 .089

Reliability (EDICT) 0% 0% 7% 93.8%  100%  18.56% 36.4% 91.0% 100%  100%
Reliability (DDIM) 0% 0% 18.4%  86.6%  99.6% 6.4% 20.78% 82.4% 94.5% 100%

redundancy and threshold settings in uence reliability aneter values. We tested thresholds fr@nto 1:5 incrementing

capacity numbers for both schedulers. The capacity does bgt 0.1, and redundancy from 1 to 16 incrementing by 1.

depend on the scheduler used, only on the latent space sWe, generated 10 messages at each combination of threshold

redundancy, and threshold. However, reliability varies basadd redundancy. We then calculated expected bits received

on the scheduler as different error correction mechanisms age multiplying the number of message bits contained in a

available in each case. Hence we quantify reliability for botlsingle image at those parameter values by the probability of

Unless stated otherwise, we use a base threshold=00:3, the message successfully being received.

and a base redundancy of= 6. Interestingly there are diminishing returns for both param-
Observe that increasing redundancy improves accuragters. The optimal setting is=6 and = 0:3, which yields

since our likelihood ratio can better account for inversioan expected bits received 8087 (per message).

inaccuracies, however it decreases the length of messages that

can be sent. The threshold has a similar effect, as when (e Processing Times

increase it the likelihood of a component value ipping signs For some deployment scenario, processing time and latency

due to inversion decreases improving reliability, however fewgfay be important, so we measure it. For our system, excluding

component values pass the threshold decreasing the numbepige generation and inversion, sender-side operations take

slots available to embed bits. approximately 0.3 seconds, and receiver-side operations take
0.5 seconds. Using StableDiffusion as our underlying model
with standard DDIM scheduler, takes approximately 20 sec-
onds to generate an image, and another 20 to invert it. Using
EDICT doubles these times, so 40 seconds each for image
generation and inversion.

Further, recall that EDICT error correction uses the dual
latents. So depending on the number of discrepancies, or
potential errors, between the latents, error correction could
take over 10 minutes. For this reason we only attempt to

() EDICT. (b) DDIM. correct errors if there are less than 10 potential errors, which

k A4 n n average.
Fig. 6: Heatmap of expected bits received at various thresholds E)a} es about 0.4 seconds on average

axis) and redundancies (x-axis). IX. ROBUSTNESS

What parameters give the highest expected bits received? It is common for image hosting platforms to resize, crop,
We conducted a grid search over threshold and redundamompress, or re-encode images. Therefore, it is desirable to
levels, shown in Figs. 6a and 6b, to identify the optimal pararmensider robustness, which is the ability to recover the message
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